How Artificial Intelligence Will Affect the Practice of Law

Benjamin Alarie, Anthony Niblett and Albert Yoon

Version  Post-print/accepted manuscript

Citation  Alarie, Benjamin and Niblett, Anthony and Yoon, Albert, How Artificial Intelligence Will Affect the Practice of Law (November 7, 2017). http://dx.doi.org/10.2139/ssrn.3066816

How to cite TSpace items

Always cite the published version, so the author(s) will receive recognition through services that track citation counts, e.g. Scopus. If you need to cite the page number of the author manuscript from TSpace because you cannot access the published version, then cite the TSpace version in addition to the published version using the permanent URI (handle) found on the record page.

This article was made openly accessible by U of T Faculty. Please tell us how this access benefits you. Your story matters.
How Artificial Intelligence Will Affect the Practice of Law

Benjamin Alarie
Anthony Niblett
Albert H. Yoon

Abstract

Artificial intelligence is exerting an influence on all professions and industries. We have autonomous vehicles, instantaneous translation among the world’s leading languages, and search engines that rapidly locate information anywhere on the web in a way that is tailored to a user’s interests and past search history. Law is not immune from disruption by new technology. Software tools are beginning to affect various aspects of lawyers’ work, including those tasks that historically relied upon expert human judgment, such as predicting court outcomes. These new software tools present new challenges and new opportunities. In the short run, we can expect greater legal transparency, more efficient dispute resolution, improved access to justice, and new challenges to the traditional organization of private law firms delivering legal services on a billable hour basis through a leveraged partner-associate model. With new technology, lawyers will be empowered to work more efficiently, deepen and broaden their areas of expertise, and provide more value to clients. These developments will predictably transform both how lawyers do legal work and resolve disputes on behalf of their clients. In the longer term, it is difficult to predict the impact of artificially intelligent tools will be, as lawyers incorporate them into their practice and expand their range of services on behalf of clients.

1 The authors are professors at the University of Toronto, Faculty of Law. They are also co-founders of Blue J Legal Inc., a Toronto-based start-up that applies machine learning to law. We appreciate helpful conversations with and comments from Tony Casey, Andrew Green, Mireille Hildebrandt, Edward Iacobucci, Daniel Katz, Dana Remus, Simon Stern, Michael Trebilcock, and participants at the “Artificial Intelligence, Technology and the Future of Law” conference hosted by the Centre for Innovation Law and Policy (CILP) at the University of Toronto on March 25, 2017. All errors are our own.
I. Introduction

What do lawyers do? In the context of litigation disputes, we typically think of lawyers as highly-trained and highly-skilled professionals who identify the legal issues, gather the relevant facts, and determine the likely outcome were a court to adjudicate the dispute. Lawyers exercise judgment, using their experience and intuition, to assess the merits of a case to determine the best way to proceed. Such tasks have long been viewed as ones that only highly-skilled professionals can perform. Given the importance of expert human judgment, one might suspect that the costs of such services would only increase over time.\(^2\)

But how much of what lawyers do can be automated? Recent developments in artificial intelligence – in particular, natural language processing and machine learning – have challenged traditional conceptions of human expertise. Machines now perform increasingly complex tasks much better than humans.\(^3\) Until recently, these tasks were held out as being the exclusive domain of humans.\(^4\) Such tasks, it was argued, require human judgment. Driving a car, for example, was thought to be too complex for a machine. But self-driving cars are very much a reality today and experts predict they will be commonplace within the next decade. Indeed, many professions have seen the automation of some of the more mundane aspects of work. Tasks that used to require human effort – such as complex calculations, counting money, creating spreadsheets, conducting risk assessments – have all been automated in ways that not only reduce cost, but offer greater accuracy and precision. Importantly, big data has been used to aid and guide the decision-making process in industries such as banking, finance, insurance, transportation, and medicine.\(^5\)

The practice of law is clearly not immune from these technological advances and the impact of data-driven analysis.\(^6\) This essay discusses ways in which big data and artificial intelligence will influence the practice of law. We look to how natural language processing and machine learning can assist lawyers and perform some of the tasks currently undertaken by lawyers. John

\(^{2}\) In this respect, legal services are analogous to health care and live music performances. See William J. Baumol, The Cost Disease: Why Computers Get Cheaper and Health Care Doesn’t (2013).


\(^{4}\) For an example of this line of argument in the context of legal reasoning, see Cass Sunstein, Legal Reasoning and Artificial Intelligence: How Computers “Think” Like Lawyers, 8 U. Chi. L. Sch. Roundtable 1, 19 (2001).


McGinnis and Russell Pearce have argued that machine intelligence will cause a “great disruption” in the market for legal services. They posit five areas of legal services will be affected: discovery, legal search, document generation, brief generation, and prediction of case outcomes. In this essay, we touch on each, but focus primarily on prediction. In particular, we focus on the ability of machines to assess the merits of a legal case.

Litigation is fundamentally about “bargaining in the shadow of the law,” where lawyers resolve disputes by persuasively positing what would happen if a court were to consider and decide the matter. These prognostications, however carefully reasoned, are often biased, both by the clients’ desire to win and by their lawyers’ own experiences. Machine learning has the potential to provide more objective predictions of how courts will decide discrete legal issues. Once given facts relevant to the question, a machine can situate these facts within the domain of applicable legal precedents. In addition to being less susceptible to various kinds of biases, machines do not suffer from other problems affecting human lawyers exercising such judgment. Algorithms can generate predictions that others can replicate. Moreover, algorithms do not tire. Computers do not need to take time off.

Such technological advances make it possible for parties to litigate more effectively, before, during, and after trial, by predicting legal outcomes with greater accuracy and consistency, and at lower cost. Our discussion is framed with reference to broader changes in the legal services market and with reference to access to justice. In the aftermath of the 2008 recession, lawyers across diverse practice settings – large firms, small firms, government, public interest, corporations – have explored ways to provide more cost-effective legal representation. Lawyers in private practice environments find that clients are less willing to accept the indeterminacy of hourly billing. Government and public-interest organizations, in response to budgetary austerity, are compelled to explore ways to do more with less. The incentive to adopt cost-saving and precision-increasing technologies is and will continue to be great.

This essay proceeds as follows: Part II provides a brief overview of the legal profession. Part III describes the evolution of information in legal practice. Part IV introduces and briefly describes recent technological advances in artificial intelligence, specifically natural language processing and machine learning. Part V provides an overview of how these advances can be used to automate parts of a lawyer’s job. Part VI discusses how these tools will impact upon the provision of legal services, specifically relating to efforts to manage litigation risk. Part VII takes a longer-term view, asking whether the adoption of artificial intelligence in law will be evolutionary or revolutionary. Part VIII concludes.

8 Id.
II. The evolution of the legal profession

The legal profession is a complex labour market. It consists of several moving parts: solo or small firm practitioners, large law firms, government, public interest firms, judges, among others. Our focus in this section is on the private provision of legal services by law firms, which accounts for the majority of the legal services provided in North America. Law firms have traditionally tended to provide legal services on a billable hour basis and, at large law firms, to leverage large numbers of associates for each law firm partner.

The private practice of law, at least in Canada and the United States, has three distinctive features that have supported the perpetuation of the billable hour. The first is that legal practice has tended to increase in complexity over time. Courts steadily render new decisions, adding to the corpus of common law. At the same time, legislatures continue to pass new legislation, more often to modify or amend rather than supersede existing legislation. Because lawyers must keep abreast of both judicial and legislative developments, it follows that lawyers will tend to increasingly narrow their scope of expertise, particularly as the returns to specialization increase.\(^{11}\)

The second feature is the unpredictability of the time required to complete a legal task. It depends both on the question of law and the relevant facts, which vary from one case to the next. Situations that give rise for legal representation are rarely answered definitively by existing precedent or statutes. Lawyers must extrapolate from relevant cases, drawing analogies and identifying distinctions to best promote their clients’ interests. Moreover, completion of one legal task often gives rise to imperfectly anticipated subsequent legal tasks as the position and interests of clients evolve over time.

Third, in many areas of the law, the nature of legal practice is client-oriented. A client’s relationship may nominally be to the law firm as a whole, but it is effectively tied to individual lawyers within the firm. Because of an individual lawyer’s familiarity with the specific affairs of particular clients, an individual lawyer cannot freely hand off many assignments to other lawyers within the firm. Moreover, she may have a disincentive to do so, risking that the client prefers work done by other lawyers within the firm.

In the aftermath of the 2008 global recession, clients of large law firms began to challenge the traditional model of hourly billing. The economic downturn gave clients of law firms leverage to demand more cost-effective representation.\(^{12}\) Law firms began experimenting with alternative approaches, such as flat rates and contingency fees, in new contexts. These new approaches were typically less expensive for clients than hourly billing.\(^{13}\)

\(^{11}\) See Luis Garciano and Thomas N. Hubbard, *Specialization, Firms and Markets: The Division of Labour Between and Within Law Firms*, 25 J. L. ECON. ORG. 339 (2009).


Client demands also compelled law firms to rethink their institutional economic model. Law firms historically relied on a two-tiered model of partners and associates. Partners had ownership stakes in the firm; associates did not. In an effort to reduce operating expenses, law firms moved away from this traditional model. The emergence of non-equity partners (an intermediate step for associates in their initial promotion to partner) and increased numbers of of-counsel positions has transformed the “partnership tournament” into an “elastic tournament” with several gradations, with fewer paths to equity partnership. The modern law firm now has fewer equity partners at the top, and several rungs below to reflect the increasing variety of lawyer roles in the firm, ranging from non-equity partners, of-counsel, non-partner-track associates, contract lawyers, and outsourced lawyers.

Client demand for lower legal expenses is only part of the story behind the evolution of private legal practice. It provided the necessary impetus for law firms to transform their business model. Technological advances provide the tools for law firms to facilitate this transition, and make it not only financially viable but also potentially lucrative for a firm’s equity partners. These recent advances, while dramatic in their effect, are merely the latest transition in the technical progression of legal information.

There are, of course, other forces in the legal service markets that may hinder the adoption of new technologies. In particular, legal scholars have suggested that because lawyers self-regulate their own market, they will be able offer strong resistance to the development, use, and integration of machines into legal practice. McGinnis and Pearce, on the other hand, contend that these regulatory barriers will not prevent machine intelligence from “undermining lawyers’ monopoly.” They argue that the unauthorized practice laws are rarely applied successfully to machine intelligence products. Nonetheless, fears of the impact upon machine intelligence may impinge upon the lawyers’ monopoly may provide impetus for rent seeking opportunities by lawyers who respond by strengthening these laws.

In the next section, we discuss how the ability to access to legal information has evolved over time.

---

20 McGinnis and Pearce, supra note 7, at 3061-4.
III. The evolution of legal information

The provision of legal services has evolved, in part, due to changes in access to legal information. In this section, we briefly discuss three epochs of access to legal information. The first stage is the use of analog materials. These include case reporters, law journals, casebooks, textbooks, loose-leaf services, and legislation in hard copy. The second stage of the evolution involves the use of digital materials and libraries, gaining traction in the 1990s with the development of the CD-ROM. Nowadays, law firms have almost all made the transition to digital legal resources. The third stage of legal information will be the focus of the remainder of this essay. This stage involves the use of predictive tools to sort through noise and more easily locate and synthesize relevant information. This information includes objective determinations of the likely outcomes of litigation. We refer to this third stage of legal information and legal research as computational.

Analog: Consider how laws were maintained, learned, and researched prior to the digitization of legal materials. In ancient times, laws that were codified in writing and promulgated, such as those in the times of Hammurabi and Justinian I, were rare. In ancient Rome and Greece, lawyers primarily represented their clients orally in appearances before the courts. Memorialization of the law into written word, when it occurred, was costly, given that it had to be reproduced by hand. Little changed throughout the centuries. Indeed, the above situation could easily describe the way in which law was practiced in England in the 16th and 17th centuries. The advent of the printing press made it possible to disseminate this information more broadly. But this technology took centuries to impact how law was produced and consumed. Judicial decisions were placed in published volumes, as were legislative acts, regulations, and academic and practice-based commentaries.

The availability of hard copy materials defined the universe of relevant materials for all stakeholders: judges, lawyers, and litigants. As Oliver Goodenough has noted, Abraham Lincoln’s practice of law was constrained by the number of books he could carry on his horse. A central limitation was not just the physical constraints of how much one could carry, but rather that dissemination of these materials remained limited. These materials were typically housed in law libraries, which were reserved for law schools, law societies, and the wealthiest law firms. Many lawyers had only limited access to these references, which in turn placed them – and their clients – at a competitive disadvantage. Of course, even for lawyers with access, the quality of representation was only as good as their ability to absorb and effectively synthesize these materials. Access was necessary, but by no means sufficient, for quality legal representation.

21 For an interesting discussion of the legal system in ancient Greece, see ADRIAAN LANNI, LAW AND JUSTICE IN THE COURTS OF CLASSICAL ATHENS (2008).
**Digital:** In 1976, Westlaw and Lexis began offering computer-assisted legal research. Instead of relying on physical books for their reference needs, lawyers could search through these materials first through the use of a terminal and, later on, a personal computer. The texts of these references were in electronic format, meaning that lawyers could use keyword searches to find relevant sources. Keyword searches enabled lawyers to more quickly survey vast libraries for relevant materials, something that would take much longer using the traditional, manual approach of looking through reference indices and then at each source one by one.

As with its analog predecessor, digital referencing suffered from the problem of limited availability. Access to digital libraries can be costly, and remained out of reach for many lawyers, particularly sole practitioners. Importantly, as with analog provision of legal references, digital access enabled lawyers to research faster, but still did not guarantee quality legal representation. A keyword search poses the risk of being under- and over-inclusive in defining the scope of relevant materials. In the former situation, a search may result in the exclusion of relevant materials, simply because those materials do not contain the keywords in the search. In the latter situation, a search may include irrelevant materials, because the reference includes the keyword but is otherwise not germane. As a result, digitized legal research could be incomplete, costly, and in many instances, both.

Lawyers today conduct most of their legal research online. Those with greater resources use proprietary data providers such as Westlaw, Lexis, or Bloomberg; others rely on publicly available resources such as Justia (United States) or CanLII (Canada); or general search engines such as Google. Most recent government documents – e.g., judicial opinions, legislation, regulations – are available online, although proprietary databases have more powerful searching capabilities because providers have invested in structuring aspects of the data.

**Computational:** We envision the emergence of computational legal research tools based on artificial intelligence. Such tools can be used to access relevant information with greater speed, lower cost, and higher accuracy. The predictive power of these tools will transform the way lawyers approach research and litigation. In 1897, Oliver Wendell Holmes, Jr., wrote, “For the rational study of the law, the black-letter man may be the man of the present, but the man of the future is the man of statistics and the master of economics.” The intuition underlying his application is that of prediction: “prophecies of what the courts will do in fact . . . are what I mean by the law.” The development of artificially intelligent tools will facilitate such prediction.

---

25 In addition, many courts now make their published decisions available online.
26 For example, the proprietary data providers routinely tag legal documents, such that it is possible for users to narrow their search along specific parameters (e.g. title, citation, court level) or create structured parameters (e.g., synopses).
27 See, McGinnis and Pearce, supra note 7; Katz, supra note 10; Surden, supra note 10.
29 Id.
In the next section, we provide a (very brief) overview of some of the basic concepts in artificial intelligence. In the section that follows, we provide an overview of how these tools can and will be applied in legal practice.

IV. The emergence of artificial intelligence

In this section, we briefly introduce specific concepts in artificial intelligence that will likely spur the development of computational legal tools. We focus on natural language processing and machine learning. Proponents of artificial intelligence contend these developments offer the promise of technology to improve how humans engage with the world. For its detractors, artificial intelligence represent technical threats whereby machines will colonize tasks that were historically the domain of humans.30

“Artificial intelligence” is a notoriously difficult term to define.31 There is little agreement as to what the term means. The technological advances that fall under the rubric of artificial intelligence depend on the point in time that one seeks to define its meaning. The concept changes over time. For the purposes of this essay, we will address artificial intelligence as a somewhat nebulous branch within computer science that seeks to build machines capable of what humans would regard as “intelligent” behaviour. Of course, what is meant by intelligent behaviour is also difficult to pin down.

Natural language processing and machine learning are specific subfields or applications of artificial intelligence. Natural language processing examines the use of words and phrases to draw connections within and across written or spoken language. Machine learning is the process of enabling computers to learn to optimize certain tasks without the benefit of explicit rules-based programming. Successful applications of machine learning include chess and, more recently, Go.

Natural language processing enables machines to adapt when evaluating text. A keyword search is literal in its approach, looking for exact words or phrases. By contrast, natural language processing allows the user to identify materials that are likely relevant to her search, even if the materials do not contain words or phrases expressly within her list of keywords. Natural language processing applies to both retrieving information (e.g., identifying the relevance of a document) or extracting information (determining the key terms from a document). Given its advantages, natural language processing tools have largely replaced keyword searches in many fields. Search engines, speech-to-speech translation, and intelligent assistants such as Siri are built with natural language processing technology for the user’s benefit.32

31 For an interesting discussion of the definition and history of the term “artificial intelligence”, see Kaplan, supra note 3, at 1-48.
32 For a discussion of the recent developments of natural language processing, see Julia Hirschberg and Christopher D. Manning, Advances in Natural Language Processing, 349 SCIENCE 261 (2015).
Machine learning represents a dramatic advance in the evolution of artificial intelligence. In tackling earlier challenges – e.g., defeating a grandmaster in chess – artificial intelligence used computational brute force and position evaluation functions to plot out the likely course of the game and to optimize for the selection of the next move. As artificial intelligence gravitated to more complex problems involving an undefined or infinite outcome space, machine learning experts developed tools that identify nuanced patterns in data, beyond what highly skilled, experienced workers could reasonably construct on their own. Recently, systems built using machine learning have convincingly defeated Go masters and World Series of Poker champions.

Both natural language processing and machine learning are seemingly capable of processing large amounts of seemingly unstructured data. The actual process is more nuanced for each. Natural language processing looks for structure whenever available. For example, it tags words for its parts of speech (noun, verb, adjective, etc.); or draws connections between references, even if the references use different terminology. Machine learning synthesizes large amounts of data – often unstructured – by identifying the components that it observes, and developing algorithms that maximize its predictive accuracy. Machine learning’s agnostic approach – choosing an algorithm that maximizes predictive accuracy independent of underlying theory – enables it to leverage connections between and among references, even those that are implied rather than express.

V. Computational legal information

In this section, we consider how lawyers may adopt tools based on natural language processing and machine learning. Consider the tools that lawyers already use to cut down on much of the mundane work of junior associates. One such example is e-discovery. In the days of traditional discovery, the process was highly labour-intensive, requiring a small army of lawyers to manually read through boxes of documents in search of information relevant to litigation. Because most legal documents now originate in electronic format, the discovery process can now be conducted with a fraction of the time, expense, and need for lawyers, with even greater accuracy.

Automated basic keyword searches alone offer vast improvement over traditional means of discovery of lawyers manually reading over documents; the use of natural language processing to assess relevance provides an additional improvement. As a result, the discovery

33 See, e.g., Kaplan, supra note 3, at 27-39.
34 For a description of IBM’s efforts, see FENG-HSIUNG HSU, BEHIND DEEP BLUE: BUILDING THE COMPUTER THAT DEFEATED THE WORLD CHESS CHAMPION (2004).
process is now largely outsourced to e-discovery firms, and lawyers now spend less than 5 percent of their time on basic document review.\textsuperscript{38}

Natural language processing has also changed how lawyers approach forms and contracts. A plethora of start-up companies work on contract review and analysis. The companies market software that helps parties develop contractual language that avoids many of the pitfalls of drafting, such as ambiguous conditions and omission of key provisions or terms.\textsuperscript{39} The software also facilitates the interpretation of existing contracts, in response to or in anticipation of litigation. Other companies provide analytic software tools to give structure to unstructured data (e.g., email) relevant to existing or prospective litigation.\textsuperscript{40} In the area of bankruptcy, a firm uses natural language processing to identify existing published decisions most relevant to a client’s case, and then follows up with a written memo the next business day.\textsuperscript{41}

The focus of this section, however, is prediction. In particular, we focus on how predictive tools can be used to assess the merits of a case. For lawyers, evaluating how a litigant’s current case maps onto the existing set of published court decisions can present several challenges. A discrete legal issue can be shaped by hundreds or thousands of judicial decisions. Also, each dispute is unique, often in ways imperceptible to even the most experienced lawyers. Lawyers, however well trained, are limited in their ability to evaluate all relevant decisions and are prone to personal biases. Machine learning tools can help overcome these biases, by providing a more objective and independent prediction of the likely outcome of a particular litigation strategy.

A central challenge for using artificial intelligence in law is the unstructured nature of legal data. Take, for example, judicial opinions. While opinions follow a general form – recitation of facts, discussion of relevant case law, and application of law to the facts – judges are highly individualistic in the way they present this information. They vary considerably with one another in their writing style, including grammar and diction.\textsuperscript{42} When dissenting with one another, they use different legal precedents to support their analyses.\textsuperscript{43}

Judges’ personal approaches to opinion writing can present obstacles to tools that seek to extract relevant information. Search terms can be noisy, generating under- and over-inclusive results. The highly contextualized writing can make it difficult to identify patterns within and across opinions. Accordingly, algorithms relying on natural language process may yield imprecise results, and predictably more so as the complexity of the legal question increases.

It is, of course, possible to transform such unstructured data into structured data. This process involves identifying a discrete question, the corpus of relevant documents, and the most relevant


\textsuperscript{39} See, e.g., Kira Systems (kirasystems.com).

\textsuperscript{40} See, e.g., Brainspace (brainspace.com).


features of the information necessary to extract from the documents. This process may be labour intensive, requiring the inputs of lawyers, machine learning experts, and developers to complete each stage. This process, while costly, is front-loaded. The cost of applying machine learning to this data – now structured – is modest by comparison. And once completed, this digitization of law allows for unlimited economies of scale, available to any individual without reducing its availability to anyone else.44

Blue J Legal, a Toronto-based startup,45 applies machine learning to predict how courts would decide legal questions. The start-up began with tax law: a complex and dense area of law often based on vague standards. Blue J Legal uses machine learning to build tax law classifiers, based on published Supreme Court of Canada, Federal Court of Appeal, and Tax Court of Canada decisions, in which the court makes a binary determination for a specific legal question. Each classifier is structured to answer how would a court likely decide, based on a given set of facts.

The first step is to identify a fact-intensive question of law. This question generates a defined universe of cases, and factors most relevant to the court when deciding the question. One example is a worker classifier that determines whether a worker is an employee or independent contractor for tax purposes.46 In each case, the court considers a number of different factors related to the degree of control the employer exercises over the worker, the ownership of tools or equipment, the financial risk incurred by the worker, and the integration of the worker into the hirer’s business.47 Constructing the relevant questions is a time-intensive, iterative process.

The next step is to code every published decision in accordance with the aforementioned factors. This process turns unstructured data (the text of judicial opinions) into structured data (discrete information from the aforementioned questions in the form of variable data). Blue J Legal uses machine learning technology to generate a predictive algorithm. These tools identify connections among the variables that are difficult to specify using more traditional statistical techniques. After the user answers the relevant questions, the classifier provides a written report containing the following: 1) the likely outcome; 2) the percentage likelihood of the outcome; 3) a detailed memo explaining the rationale for the outcome, based on the specific answers; 4) the leading court decisions for the classifier; and 5) the precedents that are most similar, based on the user’s responses to the questions.

Of course, such tools will not be available for every question within specific sub-fields of law. The temptation of artificial intelligence is to view it as a proverbial hammer where all the legal questions are nails. The law does not fit this paradigm. It is inappropriate in instances where the court’s determination of a legal question does not lend itself to an identifiable set of factors, or where insufficient data exist. Future developments may well be able to surmount these current challenges of limited data and inchoate context; time will tell.

45 In the interests of full disclosure, we reiterate that the three co-authors are also co-founders of Blue J Legal.
47 Under Canadian tax law, these factors are based on the “total relationship” test as set out in Wiebe Door Services Ltd. v. M.N.R., [1986] 3 F.C. 553 (FCA).
VI. The impact of computational legal information in the short term

What is the role of the lawyer in a world with computational legal tools? Because artificially intelligent tools can cut through the morass of unstructured legal information and situate new cases in the context of relevant precedent, it is tempting to raise the possibility that litigants could simply use this technology directly and bypass a lawyer altogether. This approach, however, misconstrues the purpose of both this technology and the role of the lawyer. These technological tools are merely the next generation of legal information. They do not purport to offer legal advice in the same way that lawyers do. Accordingly, these tools do not supplant what lawyers fundamentally do on behalf of their clients.

A lawyer does not merely provide answers to legal questions. She identifies the appropriate question (or likely, multiple questions) to answer. Moreover, her task is to advise a course of action that goes beyond the specific and immediate legal question, to consider the client’s overall circumstances and interests. A lawyer who uses artificial intelligence will still need to exercise her reasoned judgment to evaluate the accuracy of the purported facts, as well as the appropriateness of the technology in resolving the legal dispute. This reasoned judgment is something that artificial intelligence – whether through natural language processing or machine learning – is not, as yet, able to perform.

Medicine provides an instructive analogy. Individuals can avail themselves of an abundance of information online: e.g., ailments, diseases, treatments. In addition, apps and websites enable individuals to self-diagnose.48 While this technology can help inform individuals, it cannot replace a physician, who possesses a comprehensive understanding of medicine as well as of the patient (often beyond what the patient herself is aware of). Accordingly, while individuals may achieve better health outcomes using self-help measures than foregoing all efforts altogether, they benefit most by seeing a physician who uses artificial intelligence tools to facilitate medical diagnoses.

If legal classifiers are able to provide accurate predictions for discrete questions of law, lawyers can take advantage of them in a variety of ways. They can provide plaintiffs and defendants with timely, objective assessments of their claim. More importantly, each side can benefit from the same methods of generating these assessments. This transparency in the law will help parties at every stage of litigation, from early settlement talks to trial preparation to appeals. These classifiers can help parties focus on pivotal fact-based areas of disagreement, which can be more easily overcome with evidence.

Government can also use legal classifiers to help evaluate claims and manage litigation risk. At the early stages of a prospective issue, any government worker responsible for rendering decisions can use legal classifiers to ensure that they are providing consistent, accurate advice.49

---

48 See, e.g., the Symptom Checker page on WebMD.com (available at https://symptoms.webmd.com/#introView, last checked on October 22, 2017).

49 Consider how tax laws are regulated and enforced. To effectively enforce these laws requires an agency to possess a strong understanding of how a court would interpret them. Humans working within the agency – e.g., agents, auditors, lawyers – make these decisions, and they routinely differ from one another when deciding the same legal
For administrative claims, the government can use the classifier to determine whether they should challenge the claim or simply settle. And for cases that enter formal litigation, the government can use a classifier to develop strategy, identifying the strongest and weakest parts of their legal argument, and discern the relative importance of various factual claims. In so doing, the government can deploy limited litigation resources more efficiently.

Artificial intelligence will help lawyers in three dimensions. First, lawyers are able to do more in the same amount of time. Their increased efficiency can enable them to perform additional work on behalf of existing clients, or perhaps help more clients. Second, because artificial intelligence enables them to perform tasks in minutes that historically took hours, lawyers are less tethered to working in large law firms. Smaller firms can perform as capably as larger firms, since artificial intelligence increasingly obviates the need for massive labour power emblematic of large law firms. Third, lawyers may be able to broaden rather than narrow their areas of specialization. Unshackled from the daunting task of reading a growing corpus of materials, lawyers can use artificial intelligence to maintain areas of expertise, and develop new ones.50

As technology continues to develop, regulatory issues will inevitably arise. The first centers around evolving standards of professional responsibility lawyers owe their clients. Looking further ahead, as predictive tools become more accurate, lawyers may not only come to rely on artificially intelligent tools, but may be legally required to consult these tools as part of their due diligence. A lawyer, by failing to access the most accurate legal information or failing to use predictive tools to better assess how a case will develop, may expose herself professional liability in tort. A displeased client may be able to recover losses if she loses a case that was brought or contended based on the hunch of a lawyer, who either failed to consult appropriately sophisticated tools or ignored the predictive information. In this way, a lawyer may be held to be negligent in the same way that a doctor is held negligent for damage that may accrue as a result of either not ordering a blood test or for ignoring the results of a blood test.

VII. The longer term impact: Evolution or revolution?

We have, thus far, suggested that lawyers can use machine learning technology to help cut through noise and better understand the objective merits of a client’s case. But, in the context of the long term, this may grossly understate the impact of artificial intelligence on both the law and the way in which legal services are provided. The longer-term developments may represent more of a revolution rather than a mere evolution in legal information. In this section, we explore two possibilities for such a revolution.

First, we have assumed that artificially intelligent tools will substitute for human tasks that lawyers currently undertake. But many revolutionary changes in technology are not simply

---

substitutes for existing processes. Consider how electricity changed the manufacturing process. In the short term, some factories simply replaced steam powered engines with motors powered by electricity. These manufacturers did not experience a great productivity boon. The explosion in productivity came later when firms restructured their systems, architecture, logistics, and personnel to take advantage of the new technology.51

A similar phenomenon occurred when computers were introduced into the workplace. Taking the old system and simply inserting computers did little to improve productivity.52 Thus, the true benefits of artificially intelligent tools in the legal profession may be realized only once lawyers completely rethink the provision of legal services. Rather than these tools simply doing what lawyers do, merely better and faster, artificial intelligence may provide impetus for a complete overhaul in the way legal services are provided. For example, as legal work becomes less costly and more efficient, lawyers can charge less for discrete tasks while simultaneously accomplishing more work in the same amount of time. In effect, artificial intelligence may increase access to civil and criminal justice in a way that benefits lawyers and clients alike.

Second, big data and artificial intelligence will likely change the way that law is produced and consumed and, indeed, perhaps even change the nature of law itself. In other pieces, we have investigated how regulators can use algorithms to determine likely outcomes, which can foster greater certainty, transparency, and openness in regulation.53

The judiciary may use such predictive algorithms as well. Consider how machine learning may be used in the context of bail decisions in the United States. Judges determine bail based in large part on whether they believe the defendant will violate the terms of bail if released. Historically, judges made these decisions based on their own intuition, with little oversight or even awareness of how their fellow jurists were deciding bail. Some jurisdictions now allow judges to base their bail decisions on algorithms that predict the likely risk of a defendant skipping bail or committing a crime while out on bail. These algorithms use the universe of available bail decisions.54 Researchers in economics and computer science have applied machine learning to this field to illustrate the benefits of machine learning algorithms over human decision-making. A recent study of bail hearings in New York found that machine learning algorithms may reduce crime by 25% without increasing the jail population or reduce the jail population by 42% without increasing the crime rate.55

53 Benjamin Alarie, Anthony Niblett, and Albert H. Yoon, Regulation by Machine, (2017 forthcoming), J. OF MACHINE LEARNING RESEARCH.
Other work has explored how other lawmakers can use artificial intelligence to make laws that are better tailored to individual circumstances, blurring the line between rules and standards and providing for increased personalization of law. In such a world where specific laws are highly personalized and communicated to individuals directly, the role of a lawyer may transform to one of a policy advisor, rather than an advisor of individual clients.

VIII. Conclusion

This essay examines recent developments in artificial intelligence that enable lawyers to make objective, accurate predictions of discrete legal questions. These developments will transform how lawyers both do legal work and resolve disputes on behalf of their clients. In the short term, the development of such predictive tools will improve transparency and empower lawyers to work more efficiently, deepen and broaden their areas of expertise, and provide greater access to justice and more value to clients. In the longer term, it is unclear exactly how dramatic the impact of artificially intelligent tools will be. Such predictions are difficult for us to make. We are, after all, only human.